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Abstract1

Phylogenetic modeling of morphological shape in two or three dimensions is one of the2

most challenging statistical problems in evolutionary biology. As shape data are inherently3

correlated and non-linear, most näıve methods for phylogenetic analysis of morphological4

shape fail to capture the biological realities of evolving shapes. In this study we propose a5

novel framework for evolutionary analysis of morphological shape which facilitates stochas-6

tic character mapping on landmark shapes. Our framework is based on recent advances in7

mathematical shape analysis and models the evolution of shape as a diffusion process that8

accounts for the evolutionary correlation between nearby landmarks. The diffusion pro-9

cess we consider is parametrized in terms of meaningful parameters describing the evolu-10

tionary rate and the degree of spatial autocorrelation among landmarks. The framework11
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we propose assumes that the phylogenetic tree is fixed and uses a Metropolis-Hastings12

Markov Chain Monte Carlo sampling scheme for inferring ancestral shapes and parameters13

of the model. We evaluate the new inference algorithm using simulations and show that14

the method leads to improved estimates of the shape at the root and well-calibrated cred-15

ible sets of shapes at internal nodes. In addition, we also compare the diffusion parameter16

describing the degree of spatial autocorrelation to an existing metric of integration and17

find that they quantify integration in a shape in a similar way. To illustrate the method,18

we also apply it to a previously published data set of butterfly wing images.19

Keywords: Stochastic Character Mapping, Ancestral Reconstruction, Stochastic Shape20

Models, Bayesian Inference, Backward Filtering Forward Guiding, MCMC.21

Introduction22

A core objective of phylogenetics is to understand and analyze the evolution of measur-23

able traits along the edges of a phylogeny. One common application is character mapping24

in which the ancestral states of a trait are mapped to internal nodes in a phylogeny, when25

only the states at the leaf nodes have been observed (Nielsen, 2002; Huelsenbeck et al.,26

2003; Bollback, 2006; Goolsby, 2017). Mapping of traits on a phylogeny forms the foun-27

dation of many downstream statistical analyses, for example the detection of evolutionary28

correlations among traits or identification of correlations between environmental and mor-29

phological variables (Felsenstein, 1985). Traditionally, character mapping is done using30

parsimony for discrete variables, but this approach has the disadvantage of being biased31

towards inferring as little change as possible and not representing statistical uncertainty32

(Nielsen, 2002). This has led to a focus on stochastic character mapping that circumvents33

these challenges by using stochastic models of character evolution to represent uncertainty34

(Nielsen, 2002; Huelsenbeck et al., 2003). Such approaches can also naturally be applied to35
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continuous traits using stochastic processes on a continuous state space, including Brown-36

ian motion models (Martin and Weber, 2024).37

Modern phylogenetics relies on a suite of stochastic models of character evolution that38

extend the simple Brownian motion model, including the Ornstein-Uhlenbeck process (Hansen,39

1997; Butler and King, 2004) and the Early Burst model (Blomberg et al., 2003; Harmon40

et al., 2010). These methods are applicable to traits represented by a few variables, such41

as weight, height, or blood pressure (Bartoszek et al., 2012; Mitov et al., 2020). However,42

it is more challenging to apply these methods when there are multiple correlated traits.43

Reliable inference of the evolutionary covariance matrix, with p2 elements for p traits, re-44

quires data from many species (n ≫ p; where n is the number of species) and sufficient45

evolution along the edges to allow identifiability. Therefore, a common practice has been46

to reduce the dimensionality of the data using principal component analysis (PCA) and47

then use the major principal components as independently evolving variables in down-48

stream analysis (see for example Monteiro and Nogueira (2010); Hunt (2013) and general49

recommendations for this type of analysis are described in Monteiro (2013)). However, this50

approach has some unsolved disadvantages, including possible biases introduced by the lin-51

ear transformation performed by the PCA (Revell, 2009; Uyeda et al., 2015) and the lack52

of biological interpretability when assuming principal components are the units of evolu-53

tion rather than the original characters. A number of other solutions to the large p small54

n problem has been proposed including the use of distance-based methods for phylogenetic55

regression (Adams, 2014a,b), pairwise composite likelihood for estimation of parameters56

(Goolsby, 2016), and penalization (Clavel et al., 2019).57

Morphological shape is a particularly challenging problem. The shape itself is infinite58

dimensional, and even if represented by landmarks it will typically be very high-dimensional59

with each trait (landmark) being highly correlated with other traits (adjacent landmarks).60

In geometric morphometrics, a shape has been defined following the work of Kendall as ’all61

the geometrical information that remains when location, scale and rotational effects are62
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removed from an object’ (Dryden and Mardia, 2016). In practice, this notion of a shape63

is reflected when Procrustes alignment (Gower, 1975) is used to pre-process the data as64

Procrustes alignment superimposes the data by means of rotation, translation, and scal-65

ing. The current state-of-the-art in phylogenetic analyses of shape data involves 1) pre-66

processing the shape data using Procrustes alignment and 2) applying the same stochas-67

tic models as for non-shape data (such as Brownian motion, Early Burst or Ornstein-68

Uhlenbeck) to the Procrustes aligned data, possibly after a phylogenetic principal com-69

ponent analyses (PCA) that attempts to reduce landmarks to a set of approximately inde-70

pendently evolving variables. Applying the stochastic models typically used in stochastic71

character mapping (e.g. Brownian motion and Ornstein-Uhlenbeck) to model the evolution72

of morphological shape has some unsolved disadvantages, namely that the state space of73

these models will include configurations of landmarks that do not look like morphological74

shapes in the sense that the outline of a shape (denoted by landmarks) might cross itself75

and the landmarks overlap. We illustrate this disadvantage by considering what happens76

when we simulate data under these models. If we let each landmark evolve as independent77

Brownian motions the collection of points will likely evolve into something that cannot78

represent biological shapes, as illustrated in Figure 2a. One way to handle this is to fit an79

empirical covariance matrix to a data set of landmark shapes and model the shape evo-80

lution by a Brownian motion with this covariance, thus enforcing the observed empirical81

covariance between landmarks (as described in Polly (2004)). From a shape perspective,82

this approach is valid only for evolutions over ’small’ periods of time relative to the dis-83

tance between landmarks, as also mentioned by Polly (2004). The reason for this is that84

such a Brownian motion model with a fixed covariance allows for landmarks to cross each85

other, as illustrated in Figure 2b. Although the approach described in Polly (2004) lead to86

biologically reasonable shapes under short timescales it still does not solve the underlying87

problem of modeling shape. This emphasizes the need for new stochastic models of shape88

and raises the question whether it is possible to use stochastic shape models for phyloge-89
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netic analysis.90

D’Arcy Thompson argued in the early 20th century that morphological evolution can91

be described as a deformation of the coordinate system (Thompson, 1917). In this pa-92

per we will explore the development of stochastic models of shape in the spirit of D’Arcy93

Thompson that arise from recent advances in stochastic shape analysis (Arnaudon et al.,94

2019). These models have the property that the stochastic process at all time points looks95

like a shape if the initial state is a shape, i.e. the state space of the process is the set of96

all supported shapes. Furthermore, when using landmarks, they take advantage of the dis-97

tance between landmarks to model the correlation structure parametrically. This solves98

the p > n problem. Increasing the number of landmarks does not lead to identifiability99

issues as the process is parameterized in terms of deformations in a 2 or 3-dimensional100

coordinate systems. In other words, as the number of landmarks increases, the number101

of parameters stay the same, thereby we avoid the p > n problem which is normally en-102

countered when modelling shape data. Technically, this is done by letting the covariance of103

each step of the process depend on the distances between the landmarks at any given time.104

We can think of the process as a shape-aware Brownian motion. In line with the general105

recommendations in the field of geometric morphometrics (see discussion in Adams and106

Collyer (2017)) the stochastic model we apply is rotation invariant as the distance between107

landmarks does not change when rotating the data. This means that parameter and ances-108

tral state estimates do not depend on the orientation of the data.109

We illustrate the use of the shape process for stochastic character mapping, i.e. for the110

statistical inference of ancestral shapes on the phylogeny. In this manuscript we assume111

the phylogeny to be given and fixed. Standard algorithms for stochastic character map-112

ping assume that transition probabilities or transition densities of the stochastic process113

can be calculated analytically or efficiently numerically. Unfortunately, that is not true114

for the shape process we propose. We will instead use the approach introduced by van der115

Meulen et al. (2025) where paths are simulated under an approximative process that pro-116
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vides weighted samples of the conditioned process. We then use Markov Chain Monte117

Carlo (MCMC) methods to sample from the joint posterior of the shape process on the118

phylogeny and the unknown parameters. This provides a complete framework for Bayesian119

inference of ancestral shapes and parameters governing the evolutionary shape process.120

This approach provides credible sets of ancestral shapes that incorporate uncertainty in121

the parameters of the shape process. We evaluate the method using simulations and also122

show an application to real data of butterfly wing images from Chazot et al. (2021).123

In Figure 1 we provide an overview of the proposed method for shape-aware stochas-124

tic character mapping. In order to use our method we need a phylogeny with shapes as-125

sociated to all leaf nodes (Fig. 1a). The shapes should be defined in terms of landmarks126

as shown in Figure 1b, although the inference framework in theory can be generalized to127

full shapes (infinite-dimensional processes). We then assume a diffusion model that mod-128

els the evolution of shape (Fig. 1c and 1d). The diffusion model is parametrized in terms129

of meaningful parameters describing the evolutionary rate or the degree of autocorrela-130

tion among landmarks. The stochastic shape model is fully specified in the section ”Model131

and Parameters”. We adopt a Bayesian inference procedure, which allows us to infer the132

joint posterior distribution over the evolutionary rate, the degree of autocorrelation among133

landmarks and the ancestral states. This is illustrated in Figure 1e and Figure 1f.134

6



STOCHASTIC PHYLOGENETIC MODELS OF SHAPE

Figure 1: An overview of the proposed method. (a) An example of a data set. We assume

that the phylogenetic tree and the shapes at the tips are given. (b) A butterfly forewing

outlined using landmarks. (c) The stochastic shape process evolving on the phylogeny.

(d) The infinite-dimensional formulation of the stochastic shape process. (e) Trace plots

obtained from the MCMC. (f) Posterior distribution over ancestral states. Images of but-

terflies were obtained from GBIF and distributed under CC0 1.0 or CC BY-NC 4.0 (see

Supplementary Material Fig. S1).
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Materials and Methods135

In this section we describe the shape model and the inference methodology used to infer136

the posterior distribution. For completeness, we describe the shape model and inference137

strategy at different levels of mathematical detail. We refer to subsection ”Model and Pa-138

rameters” and subsection ”General Ideas on the Methodology” for a general introduction139

to the model and the inference methodology used. Finally, we also describe empirical data140

sets, simulation strategies and existing methods used in the experiments presented in sec-141

tion ”Results”.142

Model and Parameters143

Following Sommer et al. (2021), we model shape dynamics as a stochastic process satisfy-144

ing the following three principles.145

A) The covariance between landmarks of a shape x depends only on the distances be-146

tween the landmarks; nearby landmarks will have higher correlation compared to147

landmarks that are further apart.148

B) We model the shape evolution as a diffusion process whose diffusion matrix is a square149

root of the covariance matrix. The diffusion matrix is thus state dependent – it de-150

pends on the distances between landmarks at the current time point.151

C) The stochastic evolution of the shape is diffeomorphic (explained below).152

We briefly mention how these principles differ from the stochastic processes which are cur-153

rently being used to model the evolution of shapes such as the Brownian motion model,154

the Early Burst model, and the Ornstein-Uhlenbeck process. Point A): our covariance155

follows a parametric form which depends on the distances between landmarks whereas156

the standard models have a non-parametric covariance. Point B): The diffusion matrix157
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changes as the shape changes, whereas it is fixed in the Brownian motion model and Ornstein-158

Uhlenbeck process and time dependent in the Early Burst model. Point C): A diffeomor-159

phism φ on Rd is a map from Rd to Rd which is differentiable and whose inverse map ex-160

ists and is differentiable. That the shape evolution is diffeomorphic i.e. modelled using161

invertible and differentiable maps, ensures that, for arbitrarily long time periods, land-162

marks will not cross. In fact, landmarks distributed along non-self-intersecting curves or163

surfaces will preserve this property - which is arguably crucial when modeling shape evolu-164

tion. This is the case as the map is one-to-one, i.e. invertible, at each time point which en-165

sures that two distinct points cannot be mapped to the same point. If two landmarks were166

to cross, they would be overlapping at the crossing time, and this is not possible when we167

use diffeomorphisms to model shape evolution. A closely related property is, furthermore,168

that the diffeomorphic dynamics are independent of the choice of landmarks, in a sense ex-169

plained below. This is in contrast to the Brownian motion model which is valid only for a170

prespecified number of landmarks. Diffeomorphisms provide a precise mathematical for-171

mulation of what D’Arcy Thompson described as ’deformations’ in his pioneering work172

(Thompson, 1917) inspiring geometric morphometrics.173

We consider our stochastic model to be an analogue of a standard Brownian motion,174

an evolutionary null model, for shapes. It contains no drift, and the diffusion term is of175

a simple form that ensures the crucial diffeomorphic property, without imposing further176

assumptions.177

In the following section we define the process. It can be described at different levels178

of mathematical abstraction, in terms of either finite or infinite dimensional objects. The179

finite-dimensional formulation in section ”Finite-dimensional Formulation of the Shape180

SDE” is mathematically most accessible. This formulation is also the one first introduced181

in Arnaudon et al. (2019). Our numerical results are obtained by a version of this finite-182

dimensional formulation. The infinite-dimensional formulation is described in Appendix 1.183

This requires more mathematical machinery, which is outside the scope of this paper, but184
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Figure 2: In each figure, the black dots show initial positions of 59 landmarks. The red

dots show landmark positions at time t = 1 for each of the following 4 stochastic pro-

cesses. (a) Independent Brownian motions. (b) Brownian motion with (time-independent)

covariance matrix (as defined in (4)) evaluated at the initial wing configuration, using

kernel parameters σ = 0.1, α = 0.05. (c) A solution to the SDE given in (3) with kernel

parameters σ = 0.1 and α = 0.005. Dots in the background shows placement of grid points

pj, j = 1 . . . 6400, coloured by the values of the kernel kpj(·) evaluated at the starshaped

landmark. (d) Identical to c except for a higher value of σ = 0.4.

it shows that the finite-dimensional formulation is a discretized version of a mathematical185

object that does not depend on the choice of discretization. Further mathematical details186

on stochastic shape processes can be found in Sommer et al. (2025).187

Finite-dimensional Formulation of the Shape SDE188

We represent a shape as a set of k points (landmarks) q1, . . . , qk in Rd, for d = 2 or 3.189

Equivalently, such a shape can be considered a single (d · k)-dimensional vector, x ∈ Rd·k.190

Let p1, . . . , pJ be J points on a grid in D ⊂ Rd, illustrated as dots on Figures 2c and 2d.191

To each grid point pj, j = 1 . . . J, we associate a kernel function kpj : D → R centered at192
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pj. In this work, we choose a scaled Gaussian density193

kpj(x) = α exp

(
−∥pj − x∥2

2σ2

)
, (1)

where α is the amplitude and σ the standard deviation, or width, of the kernel. The value194

kpj(x) is largest for x = pj and decreases with the distance between x and pi. To each grid195

point pj we associate an Rd-valued standard Brownian motion W j. We assume the land-196

mark at initial location q1 evolves according to the stochastic differential equation (SDE):197

dXq1
t =

J∑
j=1

kpj(X
q1
t )Id ◦ dW j

t , Xq1
0 = q1, (2)

where Id denotes the d × d identity matrix and ’◦’ denotes a Stratonovich stochastic in-198

tegral, which can equivalently be converted to an Itô integral by adding a drift correction199

term (see, e.g. Oksendal (2013)). The SDE is in fact an integral equation to be interpreted200

as201

Xq1
t = q1 +

J∑
j=1

∫ t

0

kpj(X
q1
t )Id ◦ dW j

t .

The difference between Itô and Stratonovich is caused by either evaluating the integrand202

at the midpoint or left-point in Riemann-sum approximations. At each time t, the solu-203

tion Xq1
t moves in the direction of the sum of all Brownian motions W j

t , j = 1 . . . J , whose204

kernel value kpj(X
q1
t ) is non-negligible. As detailed in Kunita (1990), the SDE induces a205

stochastic flow of diffeomorphisms, meaning that at every time t the map from the ini-206

tial point q1 to the state at time t, i.e. q1 7→ Xq1
t , is a diffeomorphism. The diffeomor-207

phic property ensures the following: if we let q1, . . . , qk be initial landmarks along a closed,208

non-self-intersecting curve or surface in D ⊂ Rd, then Xq1
t , . . . , Xqk

t , will be points on a209

stochastically deformed curve or surface that is still closed and non-self-intersecting. Fur-210

thermore, this stochastically deformed curve can be represented by an arbitrary number of211

landmarks, without changing the underlying dynamics, as detailed in the next paragraph.212
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The simultaneous dynamics of multiple points, i.e. landmarks, under the SDE (2) is213

given by the system of SDE’s, all driven by the same noise fields W j, j = 1 . . . J :214

dXqi
t =

J∑
j=1

kpj(X
qi
t )Id ◦ dW

j
t , i = 1, . . . , k, Xqi

0 = qi. (3)

This system can equivalently be formulated as a single SDE on Rd·k,

dXq
t = ω(Xq

t ) ◦ dWt,

where W is a (d · J)-dimensional standard Brownian motion, q = (q1, . . . , qk) ∈ Rd·k is the215

concatenated vector of landmarks of initial shape, and the diffusion matrix is given by the216

following block matrix217

ω(Xq
t ) =


kp1(X

q1
t ) · Id . . . kpJ (X

q1
t ) · Id

...
. . .

...

kp1(X
qk
t ) · Id . . . kpJ (X

qk
t ) · Id

 ∈ R(d·k)×(d·J). (4)

Note that the k d-dimensional equations in the SDE (3) are independent of each other,218

given a realization of the Brownian motions. However, the trajectories are correlated, since219

they are driven by the same Brownian motions. An important consequence of this is that,220

once the Brownian motions {W j
t }j=1...J,t∈[0,T ] have been sampled up to time T, the dynam-221

ics of any arbitrary point in D is determined and can be computed.222

The covariance of a shape at time t, i.e. the covariance between its landmarks, is com-223

puted from the diffusion matrix by Ω(Xq
t ) = ω(Xq

t )ω(X
q
t )

′. The covariance between coordi-224

nates of two different landmarks i and m is thus given by
∑J

j=1 kpj(qi)·kpj(qm), and the co-225

variance is isotropic so that it is the same in all dimensions and along any direction. This226

means that landmarks which are far away from each other, relative to the kernel width,227

have small covariance. This point is illustrated further in the next paragraph. Note that228
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the preceding discussion is the precise formulation of points A) and B) mentioned in sec-229

tion ”Model and Parameters”.230

In the remainder of this section, we elaborate on why solutions to this SDE yield the231

desired correlated motion of landmarks. Firstly, note that the amplitude α is a scaling fac-232

tor of the kernel (1) and thus the Brownian motions, and thereby it affects only the speed233

of the trajectory. The parameter α can therefore be interpreted, in an evolutionary con-234

text, as a rate parameter. We explain the width parameter, σ, by considering the following235

SDE governing the difference between two landmark trajectories;236

d(Xq1
t −Xq2

t ) =
J∑

j=1

(
kpj(X

q1
t )− kpj(X

q2
t )
)
Id ◦ dWj.

This SDE implies that if kpj(X
q1
t ) ≈ kpj(X

q2
t ) for each grid point j then the difference237

will be close to constant – i.e. the landmarks will move in parallel. kpj(X
q1
t ) is close to238

kpj(X
q2
t ) for all j if the landmarks Xq1

t and Xq2
t are close to each other relative to the width239

of the kernel. The more narrow the kernel is, the closer landmarks need to be in order for240

their displacements to be parallel, and vice versa. A wide kernel implies that landmarks241

further apart will be displaced parallelly. Thus, in geometric morphometrics terminology,242

σ roughly corresponds to a measure of overall ’integration’ of the shape. See Figure 2c and243

2d for an illustration of the effect of different kernel widths. Each figure shows the position244

of 59 landmarks at time 1 (red dots) after following the SDE (3) initialized in the configu-245

ration of a butterfly wing (black dots). The kernel width (standard deviation) is σ = 0.1246

for Figure 2c and σ = 0.4 for Figure 2d. The amplitude is α = 0.005 in both cases. As can247

be seen from Figure 2, the shape that has evolved according to the SDE with the small-248

est kernel width (Fig. 2c) is more wiggly than the shape that has evolved according to the249

SDE with the largest kernel width (Fig. 2d). This is what we would expect as a larger σ250

parameter results in a larger kernel width, making the individual landmarks correlated251

over longer distances.252
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Inference253

General Ideas on the Methodology254

In this paper we adopt the Bayesian point of view towards statistics. This means that we255

specify information about unknown parameters in the statistical model by probability dis-256

tributions. In the proposed shape model, the unknown parameters are α and σ, the ampli-257

tude and standard-deviation of the kernel. In a second stage, we will additionally define a258

prior on the root shape, rather than assuming it to be fixed and known. For now, assume259

only θ := (α, σ) is unknown and we have specified a prior distribution on θ. The data260

we observe are the shapes at the leaf nodes, which we denote by D. If the likelihood of261

D, evaluated at θ, would be known in closed form the problem would be simple: denoting262

the likelihood by L(θ;D) and the prior density on θ by π, by Bayes’ theorem the posterior263

density at θ is given by π(θ | D) = L(θ;D)π(θ)/
∫
L(θ;D)π(θ)dθ. The integral over R2 can264

easily be numerically approximated. As we detail below, L(θ;D) is intractable (it is not265

known in closed form), which poses a key difficulty that we need to work around.266

There exists a recursive backward scheme to compute the likelihood, starting from the267

leaves back to the root vertex (a postorder traversal of the tree), see van der Meulen et al.268

(2025) and references therein. Within this scheme, which is a general version of Felsen-269

stein’s algorithm, one computes partial (or fractional) likelihoods, i.e. likelihoods of sub-270

trees, denoted by h in the following. In Felsenstein’s algorithm, the likelihood can be ob-271

tained directly. Similarly, latent data at internal nodes can be simulated conditionally on272

the states at the leaf nodes by first using Felsenstein’s algorithm to calculate partial likeli-273

hoods for all nodes. Then simulations can proceed from the root towards the leaves (pre-274

order traversal) using the simulated state at the parent node, and the partial likelihood at275

the child node, at each step. This can be incorporated into MCMC schemes for joint in-276

ference of the path of the process and parameters of the process (see for instance Nielsen277

(2001); Irvahn and Minin (2014)). While this scheme has been applied to discrete charac-278
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ters, and recently also under simple Brownian motion process (Martin and Weber, 2024), a279

similar algorithm can be used for general diffusion processes (van der Meulen et al., 2025).280

The computed partial likelihoods can be used to sample paths from the shape process,281

conditional on the shapes at the leaf vertices. In fact, it turns out that the conditioned282

process has the same diffusivity as the (unconditional) forward shape process, but with283

an additional drift superimposed that depends on the computed partial likelihoods. Intu-284

itively, the partial likelihoods induce a reweighting of each path on the tree, where paths285

that match the data at the leaf vertices get higher probability and paths that contradict286

the data get probability zero.287

The key difficulty is that the modified Felsenstein algorithm requires solving the Kol-288

mogorov backward equation on each edge. This is a partial differential equation which289

typically cannot be solved in closed form. Backward Filtering Forward Guiding (BFFG)290

resolves this problem using two key ideas:291

1. The backward recursion is computed under a simplification of the forward model292

such that its computations become tractable. In other words, we ensure we can eas-293

ily solve the Kolmogorov backward equation on each edge. The partial likelihoods294

obtained under this simplification are denoted by g and referred to as guiding func-295

tions.296

2. We can use the guiding functions just like the partial likelihoods to reweight paths.297

The resulting process is called the guided process. It is constructed to resemble the298

true conditioned process. The discrepancy between the guided process and true con-299

ditioned process can be quantified using the likelihood ratio between the probability300

measures of both processes. Next, the Metropolis-Hastings algorithm can be invoked301

to sample from the joint distribution of the parameters and the latent shape process302

on the tree, conditional on the data D.303
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Mathematical Preliminaries304

The probabilistic dynamics of the shape process can be described in three ways:305

(A) The Stratonovich SDE that we present. This approach is amenable to both interpre-306

tation and stochastic simulation.307

(B) Transition probabilities, which specify the distribution of Xt, conditional on Xs = x308

when s < t.309

(C) The infinitesimal generator (IG) of the process. For the d-dimensional Itô-diffusion310

process dXt = b(Xt)dt+ ω(Xt)dWt the infinitesimal generator is defined as the differ-311

ential operator that acts on functions f : Rd → R as follows312

(Lf)(x) = 1

ϵ
E [f(Xt+ϵ)− f(Xt) | Xt = x] ,

defined for those f for which the limit exists (these functions f are then said to be313

in the domain of the IG). In that case, one can express this operator in terms of the314

drift and diffusivity of the SDE:315

(Lf)(x) =
d∑

i=1

bi(x)
∂f

∂xi

(x) =
1

2

d∑
i=1

d∑
j=1

Ωij
∂2f

∂xi∂xj

(x),

where Ω = ωω′. This operator captures how the process locally behaves.316

It turns out that if the domain of the IG is sufficiently large, one can switch between (A),317

(B), and (C). Suppose transition densities p exist, i.e. for t < T and A ⊆ Rd, P(XT ∈ A |318

Xt = x) =
∫
A
p(t, x;T, y)dy. Fixing T and y, define ut(x) = p(s, x;T, y). It is a well-known319

result from probability theory of stochastic processes that u satisfies the Kolmogorov back-320

ward equation:321

∂tut(x) + (Lut)(x) = 0,

where we denote ∂t =
∂
∂t
. This equation can be written more compactly as (∂t + L)u = 0.322
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This equation provides a link between descriptions (B) and (C). In the recursive scheme323

we use in our methodology, this equation will be solved backwards provided the “initial”324

condition uT .325

General Setup326

We consider the stochastic process X taking values in Rd evolving on a directed tree. We327

assume the value at the root node, x0, is fixed and known, a condition we will relax later.328

When the process splits, it does so conditionally independently. The process is only ob-329

served at its leaf nodes. Denote the set of leaf nodes by V and the values observed by330

xV := {xv, v ∈ V}. On each edge connecting internal nodes, the process evolves accord-331

ing to the SDE specified in (3).332

In the following, the set of internal nodes is defined to be the set of all nodes except333

for the root node and leaf nodes. For any node s other than the root node we denote by334

pa(s) its unique parent node and by ch(s) the set of its child nodes. For a subset of nodes335

S we denote xS = {xs, s ∈ S}. An ’internal edge’ is an edge where the shape diffusion336

process evolves. Such an edge, connecting nodes s and t, is denoted by e = (s, t). The337

full set of internal edges is denoted by E . We assume that the diffusion process evolves on338

internal edge e for time τe according to the SDE specified in (3).339

Likelihood and Conditioned Process340

In this section we will show how the likelihood of xV can be computed recursively and341

characterise the process X, conditional on xV . If the process would take values in a finite342

set and evolve in discrete steps between nodes connecting an edge or if the transition prob-343

ability is known in closed form (which is the case in standard stochastic character map-344

ping), Felsenstein’s algorithm provides a simple recursive way to compute the likelihood345

efficiently using a postorder traversal.346

With small adaptations, Felsenstein’s algorithm applies to our setting as well, although347
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we cannot compute the transition probability in closed form. See van der Meulen et al.348

(2025); van der Meulen (2022); Stoltz et al. (2021) for example. Let u be an internal node349

of the tree and define V(u) to be the set of leaf nodes in the subtree with root node u. De-350

fine the partial likelihood at node u by351

hu(x) = p
(
xV(u) | xu = x

)
. (5)

This is the density of the observations in the subtree, conditional on the process being in352

state x at node u. We assume that this density exists. Note that this definition implies353

that the likelihood is given by h0(x0), if conditioned on known root. A modified version354

of Felsenstein’s algorithm where the transition probabilities are obtained using the Kol-355

mogorov backward equation is determined by the following rules.356

1. Any leaf node v sends a message m(pa(v),v) to its parent, defined by m(pa(v),v)(x) =357

p(xv | xpa(v) = x).358

2. On an internal edge e = (s, t), node t sends to s the message me := he,0, where359

x 7→ he,0(x) is obtained from backward solving the Kolmogorov backward equation:360

(∂u + L)he,u(x) = 0, u ∈ [0, τe], he,τe = ht. (6)

Here L is the infinitesimal generator of X, introduced under (C) in section ”Mathe-361

matical Preliminaries”. If fully written out, (6) is a partial differential equation. Its362

precise form is of minor importance at this stage. Note that there is a slight abuse of363

notation, where the subscript on h can refer to either the node or time instance on364

an internal edge.365

3. When an internal node s has received messages from all of its children nodes, we set366

hs(x) =
∏

t∈ch(s) ms,t(x). In this step, that we call fusion, all incoming messages at367

the parent node s are combined.368
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In other words, this is a more general version of Felsenstein’s algorithm than those that369

have hitherto been introduced (such as Mitov et al. (2020)) as it also works when transi-370

tion densities cannot be computed in closed form. In practice this means that this general371

version of Felsenstein’s algorithm also works for non-Gaussian stochastic models.372

Once h has been computed back to the root-node, the process X that is conditioned373

on its values at the leaf nodes –denote this by X⋆– satisfies the same SDE as the forward374

process, but with the additional drift term375

ξ⋆(u, x) := Ω(x)∇x log hu(x),

where Ω(x) = ω(x)ω(x)′. Thus, on the edge e = (s, t), X⋆ solves the SDE376

dX⋆
u = (b(X⋆

u) + ξ⋆(u,X⋆
u)) du+ ω(X⋆

u) dWu, u ∈ [0, τe], X⋆
0 = xs.

Here b is the Itô-Stratonovich correction term from converting the SDE in (3) to its Itô-377

form. If it were possible to compute h in closed form in the modified Felsenstein algorithm378

(1)–(3), we would have an expression for the likelihood and the conditioned process could379

be simulated using a numerical SDE-solver for discretising X⋆.380

Guiding381

Unfortunately, (6) does not admit a closed form solution. So neither the likelihood nor the382

conditioned process dynamics can be computed. The crucial idea underlying the guided383

proposal framework considered in Schauer et al. (2017); van der Meulen et al. (2025); Mider384

et al. (2021), consists of finding substitutes to the messages h, which we denote by g such385

that the computations in steps (1)–(3) become tractable.386

1. We assume at a leaf node xv | xpa(v) ∼ N(xpa(v),Γ) i.e. we assume Gaussian measure-387

ment noise. As the noise we assume is Gaussian the corresponding message me, with388

e = (pa(v), v), can be written as logme(x) = c+ F ′x− 1
2
x′Hx, with c = logφ(v; 0,Γ),389
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F = Γ−1v and H = Γ−1.390

2. We choose simplified dynamics of the process X, say X̃ with infinitesimal generator391

L̃, such that we can solve equation (6) for this process. The choice X̃u = ω̃eWu will392

ensure this. We detail the choice of ω̃e below. Let g solve393

(
∂u + L̃

)
ge,u(x) = 0, u ∈ [0, τe], ge,τe = gt. (7)

It is shown in Mider et al. (2021) that if gt can be written as log gt(x) = c + F ′x −394

1
2
x′Hx, then for all u ∈ [0, τe] the solution to (7) can be written as395

log ge,u(x) = ce(u) + Fe(u)
′x− 1

2
x′He(u)x. (8)

Therefore, we can represent the solution at any time u ∈ [0, τe] by the triplet (ce(u), Fe(u), He(u)).396

Note that there is no direct relation between h and H and that we simply use the397

same notation as in Mider et al. (2021) to denote the triplet.398

3. By the previous two steps, messages can always be parametrised by a triplet (c, F,H).399

Suppose on the edge e, the message me is parametrised by (ce, Fe, He). Then400

gs(x) =
∏

t∈ch(s)

m(s,t)(x) =
∏

t∈ch(s)

exp

(
c(s,t) + F ′

(s,t)x− 1

2
x′H(s,t)x

)

= exp

(
cx+ F ′x− 1

2
x′Hx

)
,

for (c, F,H) =
∑

t∈ch(s)
(
c(s,t), F(s,t), H(s,t)

)
. Therefore, the fusion step simply consists401

of adding triplets from all incoming messages.402

Using rules (1)–(3) will be referred to as the backward filtering step. It results in g be-403

ing computed from the leaves back to the root. At any node, or any time-instance on an404

internal edge, g is represented by the triplet (c, F,H). We define the guided process on the405
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edge e by the process X◦ that solves the SDE406

dX◦
u = (b(X◦

u) + ξ◦e (u,X
◦
u)) du+ ω(X◦

u) dWu, u ∈ [0, τe], X◦
0 = xs (9)

where ξ◦e (u, x) := Ω(x)re(u, x) with407

re(u, x) = ∇x log ge,u(x) = Fe(u)−He(u)x.

The process X◦ obtained by simulating this process on the whole tree in a preorder408

traversal is called the guided process on the tree. Denote the laws of X◦ and X⋆, consid-409

ered as process on the whole tree, by P◦ and P⋆ respectively. It follows from the derivation410

in Section 4 of (Mider et al., 2021) that411

dP⋆

dP◦ (X
◦) =

g0(x0)

h0(x0)
Ψ(X◦),

where412

Ψ(X◦) = exp

(∑
e∈E

∫ τe

0

Ge(u,X
◦
u) du

)
(10)

and on edge e413

Ge(u, x) = b(x)′re(u, x)−
1

2
tr
(
[Ω(x)− Ω̃e][He(u)− re(u, x)re(u, x)

′]
)

with Ω̃e = ω̃eω̃
′
e. Note that g0(x0) is the value of g at the root node, evaluated at x0.414

By sampling the process X◦ we can get weighted samples of the conditioned process.415

This forms the basis of the MCMC-algorithm that we use. As the backward filtering step416

is followed by forward simulating the guided process using a preorder traversal, the com-417

bined step is called Backward Filtering Forward Guiding (BFFG) in Mider et al. (2021).418

Details on step (2)419
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We now give details on the second step of the backward filtering. For this, consider the420

edge e = (s, t) and suppose we are given gt(x) = exp
(
c+ F ′x− 1

2
x′Hx

)
(to reduce nota-421

tion, we omit dependence on the vertex in denoting the triplet). Examples of choices of Ω̃e422

are423

Ω̃e = Ω
(
H−1F

)
(to be read as Ω(x) evaluated at x = H−1F ), or424

Ω̃e = λ−1
t H−1 (11)

where λt > 0 at the node t at the end of the edge e = (s, t) is a scalar that can425

be computed recursively. Specifically λt is the observation noise variance when t is a leaf426

node, and λ−1
t =

∑
c∈ch(t)

(
τ(t,c) + λc

)−1
otherwise. The factor has the effect of rescaling427

the magnitude of H−1 so that Ω̃e will have consistent magnitude for all edges. In the cur-428

rent implementation, we use this choice. In both cases, solutions to (7) take the form as429

specified in Equation (8). Moreover,430

He(u) = Φ(u)H

Fe(u) = Φ(u)F

where u ∈ [0, τe] and Φ(u) = (I +HΩ̃e(τe − u))−1. This is a special case of the equations in431

Theorem 2.5 in Mider et al. (2021) with B = 0 and β = 0; see also specifically Section 4.2432

in Corstanje and van der Meulen (2024)). The computation of ce(u) can be omitted as it433

does not affect the guided process, and it cancels out in the subsequent MCMC acceptance434

ratios (see (Corstanje and van der Meulen, 2024, Lemma 3.7)).435
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Inclusion of a Super Root436

So far, we have assumed x0 to be known. To address this problem, we define a prior dis-437

tribution over x0 by adding an additional node, which we call the super root and denote438

by s, connected to the root of the tree. This super root is assumed to have a known shape,439

xs. The length of the edge between the root and the super root follows the shape process440

defined in (3) and has length ls. In this way, the prior distribution on the initial state x0441

is parametrised by (xs, ls). The kernel parameters on the edge connecting the super root442

and initial state are inferred in the MCMC algorithm and assumed to be the same as the443

parameters governing the shape process in the rest of the tree.444

MCMC-algorithms445

We introduce an algorithm that samples from the joint distribution of the shape process446

on the tree and the parameter θ = (α, σ). The BFFG scheme suggests an MCMC-algorithm447

where steps 2 and 3 are iterated:448

1. Initialisation: choose a value for θ;449

2. Path imputation: conditional on θ, backward filter and forward guide;450

3. Parameter updating: conditional on the simulated guided process, update θ by a451

Metropolis-Hastings step.452

The difficulty with this scheme is that the resulting Markov chain will be reducible, see453

Roberts and Stramer (2001). In other words, the chain will not move. Intuitively, once we454

fix a path of the diffusion process, we can determine the parameters from the quadratic455

variation of the process. For this reason, we will reparametrise the guided process on each456

internal edge, as detailed for example in van der Meulen and Schauer (2017). Consider the457

SDE (9) for the guided process on an edge e = (s, t). We assume there exists a strong so-458

lution. This means that the solution can be constructed from its initial state xs and the459
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driving Wiener process W . From the point of view of implementation this is clear: once460

we know the starting value xs and the increments of the Wiener process on a grid, we can461

discretise the SDE and approximate its solution on that grid. Mathematically, there exists462

a map Fθ such that the guided process on the edge e is given by Fθ(xs,We). Define the463

collection of all driving Wiener processes by W , i.e. W = (We, e ∈ E). The algorithm we464

then propose is a Gibbs sampler on (W, θ). The reparametrisation in terms of W resolves465

the reducibility problem of the initially proposed algorithm. For updating W we use a pre-466

conditioned Crank-Nicolson step (pCN), cf. Cotter et al. (2013). The overall algorithm467

is an adaptation of the algorithm proposed in Section 4 of Mider et al. (2021), where we468

adapt from a hidden Markov model to a directed tree and take the specific structure in (3)469

into account. We note that in our implementation the parameters are updated component-470

wise, i.e., individually.471

Prior and Proposal Specification472

In this section we describe the details of the MCMC algorithm. The specific choice of pa-473

rameters for a given experiment is described in the section ”Results”. With slight abuse of474

notation, we will write X◦ = Fθ(xs,W ) to denote the guided process on the tree (rather475

than on a single edge). Recall the definition of Ψ(X) in (10). To highlight the dependence476

of Ψ, as also g, on θ we will add ”; θ” to the algorithmic description of the algorithm.477

Prior distributions:478

• The prior on the root node is defined using (xs, ls) where xs is the pre-selected shape479

at the super root and ls is the length of the branch going from the super root to the480

root.481

• The prior on the kernel parameters is uniform in a fixed interval, i.e., θ = (α, σ) ∼482

U(aα, bα)⊗ U(aσ, bσ). We denote this density by π.483

Metropolis-Hastings proposals:484
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• pCN: conditional on W , on each edge e, we propose485

W ◦
e := λWe +

√
1− λ2W̄e, (12)

where W̄e is a Wiener process on edge e that is independent of We. In our MCMC486

algorithm we need to specify the correlation parameter λ ∈ [0, 1).487

• Given the boundaries a and b where a < b, along with standard deviation τ , we pro-488

pose a value for κ◦ conditional on the current value of the parameter κ by sampling489

from the symmetric reflected Gaussian distribution, q(· | κ, τ), as described in Ap-490

pendix 2.491

Other parameters:492

• N , the number of MCMC iterations.493

• δ, the stepsize or mesh-width for numerically approximating the SDE for the guided494

process.495

• γ, the variance of the extrinsic noise (i.e. the observational noise) which we assume496

to follow a multivariate Gaussian distribution where the covariance matrix is given497

by γ · I.498
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Algorithm 1 Metropolis-Hastings algorithm

1: Initialize: Sample θ ∼ π (its prior distribution). Sample W = (We, e ∈ E). Set X =
Fθ(xs,W ).

2: for i = 0 to N do
3: Update paths
4: Propose W ◦ according to (12).
5: Set X◦ = Fθ(xs,W

◦).
6: Accept W ◦ with probability min(A, 1) where

A =
Ψ(X◦; θ)

Ψ(X; θ)
,

7: If accepted, set W := W ◦ and X := X◦.
8: Update parameter θ
9: Propose θ◦ from q(· | θ, τ).
10: Backward filter on the tree with θ◦.
11: Set X◦ = Fθ◦(xs,W ).
12: Accept θ◦ with probability min(A, 1), where

A =
π(θ◦)

π(θ)

q(θ | θ◦, τ)
q(θ◦ | θ, τ)

gs(xs; θ
◦)

gs(xs; θ)

Ψ(X◦; θ◦)

Ψ(X; θ)
.

13: If accepted, set θ := θ◦ and X := X◦.
14: end for

Simulation Studies499

In this paper, we conduct five simulation studies, each described in detail in this section.500

We start by describing settings which are shared across studies and following this, we de-501

scribe the specifics of each simulation study.502

For all simulation studies, datasets are simulated on different topologies and with different503

parameters using the stochastic shape model introduced in section ”Model and Parame-504

ters”. For all simulated datasets a stepsize of δ = 0.05 is used for discretizing the stochas-505

tic differential equation that captures shape evolution. Shapes used as root for simulation506

include either a downsampled Morpho hercules forewing from Chazot et al. (2021) (which507

we will refer to as butterfly forewing) or a circle (see Fig. 3). Both shapes are made up508

of 20 landmarks in 2D. The number of noise fields J is set to match the number of land-509
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Figure 3: Left: downsampled Morpho hercules forewing. Right: circle.

marks, and the diffusion matrix corresponds to the noise fields being at the landmark posi-510

tions. Phylogenies used for simulation include the full phylogeny from Chazot et al. (2021)511

(see Fig. 7), a subtree of the full phylogeny with or without a root branch (see Fig. 4a and512

4b), a symmetric phylogeny (see Fig. 4c), and an asymmetric phylogeny (see Fig. 4d).513

In all simulation studies which include estimation of a posterior, we use the same step-514

size as we use to simulate the data, i.e., δ = 0.05. Each posterior distribution is inferred515

using three MCMC chains initialized by values sampled from the prior and subsequent516

samples from the guided process. We assess convergence for each of the inferred poste-517

rior using standard convergence diagnostics in form of an improved version of the Gelman-518

Rubin statistic R̂ (Vehtari et al., 2021) as implemented in the Python package ArviZ (Ku-519

mar et al., 2019). In the experiments where we estimate a posterior mode, we do this marginally520

using the kernel density estimator from ArviZ. Bandwidth is estimated using the Silver-521

man estimator.522

Simulation Study 1: Evaluation of Metropolis-Hastings Algorithm523

In this simulation study, the aim is to validate the implementation of our proposed Metropolis-524

Hastings algorithm. For this we use Simulation-Based Calibration (SBC) proposed by525
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Figure 4: Phylogenies used for simulation studies. (a) Mixed phylogeny with a root branch

of length 1. (b) Mixed phylogeny. (c) Symmetric phylogeny. (d) Asymmetric phylogeny.
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Talts et al. (2018). The idea underlying SBC is that for a Bayesian model the data av-526

eraged posterior reduces to the prior distribution when the data is simulated from the527

model. This implies that the order statistic of the true value relative to the posterior sam-528

ple should be uniformly distributed, and so we can use this property to assess whether a529

Bayesian method has been correctly implemented. We note that this type of assessment is530

a stronger requirement than the often used MCMC check involving convergence of the pos-531

terior to the prior when running the method without data, as the evaluation method also532

require the likelihood calculations to be implemented correctly. It ensures that the poste-533

rior probabilities are calibrated correctly. Lastly, we also note that due to the difficulty534

of defining a prior distribution for shapes, we are only able to validate the Metropolis-535

Hastings algorithm using SBC conditioned on the true root. For further explanation on536

SBC we refer to Appendix 3.537

In order to run SBC we simulate 100 datasets on the phylogeny given in 4a with the538

root shape being the butterfly forewing shown in Figure 3. Each of the 100 datasets are539

simulated using a different set of parameters sampled from the prior distributions α ∼540

U(0.0005, 0.03) and σ ∼ U(0.7, 1.3). The 100 combinations of parameters sampled from the541

prior and used for simulation of the datasets are available as Supplementary Material (Fig.542

S3). In order to simulate from the full probabilistic model (including measurement noise),543

isotropic Gaussian noise with a variance of γ = 0.001 is added to the simulated shapes. We544

infer the posterior by running Algorithm 1 with the following settings; λ = 0.8, τα = 0.007,545

τσ = 0.2, and γ = 0.001. In order to run SBC we let the root be equal to the true root, i.e.546

the butterfly forewing given in Figure 3.547

Finally, for readers interested in the frequentist properties of the estimators, we also548

evaluate the bias for the posterior mean, the posterior median and the posterior mode. For549

each of the 100 simulated data sets we compute the difference between the true value of550

the parameter, θ, and the posterior point estimate, θ̂, i.e. b = θ − θ̂. We estimate bias as551

the empirical mean of b i.e. b̂ = 1
N

∑N
i=1 bi. As the kernel parameters have very different552
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Topology Root α σ

Mixed Forewing 0.02 0.9
Symmetric Circle 0.04 0.5
Symmetric Forewing 0.025 0.7
Asymmetric Circle 0.04 0.5
Asymmetric Forewing 0.025 0.7

Table 1: Table showing different combinations of parameters, phylogeny, and root used for

simulating data sets.

range, we divide b with the mean of the true parameter i.e. θ̄ = 1
N

∑N
i=1 θi where θi refers553

to the parameter used for simulation of each of the i data sets.554

Simulation Study 2: Evaluation of Root Estimation Strategy555

In this simulation study, the aim is to evaluate our root estimation strategy. We do this556

by comparing the MSE for root estimates obtained using our method and root estimates557

obtained using standard methods. We simulate data on three different phylogenies and558

with two different roots. Phylogenies used are given in Figure 4b, c, and d. Root shapes559

used are shown in Figure 3. Datasets are simulated for each combination of phylogeny, pa-560

rameters and root as shown in Table 1. We pick kernel parameters such that the datasets561

contain a reasonable amount of variation. In order to simulate from the full probabilistic562

model, isotropic Gaussian noise with a variance of γ = 0.001 is added to the simulated563

shapes. Visualization of all simulated data sets is available as Supplementary Material564

(Fig. S14, S15, S16, S17, and S18).565

For each simulated data set we infer the posterior by running Algorithm 1. For all566

topologies, root, and parameter combinations we use γ = 0.001 and ls = 2 in our MCMC567

(see Supplementary Material Fig. S34, S35, and S36 for a visualization of the phylogenies568

with super root branch). In addition, we let the super root xs for all settings be the phylo-569

genetic mean of the data. We compute the phylogenetic mean as described in equation (3)570
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in Revell (2009). MCMC settings used for inferring the posterior for each of the simulated571

data sets is shown in Table 2.572

Topology Root prior α prior σ MCMC settings

Mixed Forewing U(0.005, 0.03) U(0.7, 1.3) λ = 0.8. τα = 0.005, τσ = 0.2, N = 3000
Symmetric Circle U(0.0, 0.05) U(0.0, 1.5) λ = 0.8, τα = 0.005, τσ = 0.2, N = 4000
Symmetric Forewing U(0.0, 0.05) U(0.0, 1.5) λ = 0.8, τα = 0.005, τσ = 0.2, N = 4000
Asymmetric Circle U(0.0, 0.05) U(0.0, 1.5) λ = 0.95, τα = 0.005, τσ = 0.05, N = 4000
Asymmetric Forewing U(0.0, 0.05) U(0.0, 1.5) λ = 0.85, τα = 0.003, τσ = 0.2, N = 4000

Table 2: Table showing the MCMC settings used for inferring the posterior distribution.

Simulation Study 3: Probabilistic Ancestral State Reconstruction573

In this simulation study, the aim is to illustrate our method by carrying out a simulation574

study on the full phylogeny from Chazot et al. (2021) (see Fig. 7). The root used for simu-575

lation is the butterfly forewing shown in Figure 3. The parameters used for simulation are576

α = 0.01 and σ = 0.6. We infer the posterior distribution using Algorithm 1 with ls = 5,577

γ = 0.002, and the super root (xs) being the phylogenetic mean of the observed data. We578

assume the following priors over the parameters: α ∼ U(0, 0.03) and σ ∼ U(0.4, 1.0). In579

addition we run the MCMC algorithm for 6000 iterations with a Crank-Nicholson λ = 0.97580

and with proposal parameters τα = 0.003 and τσ = 0.07.581

Simulation Study 4: Comparison of Uncertainty Estimates582

In this simulation study, the aim is to compare ancestral state uncertainty estimates ob-583

tained from our method with uncertainty estimates obtained from traditional non-shape584

aware models. In particular, we compare the confidence ellipses obtained for an ancestral585

state estimate under a Brownian motion model to the posterior distribution obtained us-586

ing our model.587

We simulate data on the phylogeny given in Figure 4b and let the root shape be the588

butterfly forewing (see Fig. 3). The parameters used for simulation are α = 0.03 and589
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σ = 0.4. Following simulation, data are Procrustes aligned and rotated in order to be cor-590

rectly oriented in the coordinate system (this is only done for visualization purposes). We591

Procrustes align the data using the gpagen function in the R package geomorph (Baken592

et al., 2021; Adams et al., 2025).593

We infer the posterior distribution over the ancestral states as well as parameters by594

running our Metropolis-Hastings algorithm with the following settings; N = 3000, λ =595

0.95, ls = 1, γ = 0.0001, τα = 0.005, and τσ = 0.1. We assume the following priors over the596

parameters α ∼ U(0.0, 0.04) and σ ∼ U(0.0, 1.0).597

We do maximum likelihood based ancestral state reconstruction under a Brownian598

motion model and obtain variances for the estimates using the fastAnc function in the R599

package phytools (Revell, 2024). As the likelihood is Gaussian, we show the uncertainty of600

the ancestral state estimates as confidence ellipses. We estimate confidence ellipses based601

on the variance estimates obtained for each coordinate.602

Simulation Study 5: Comparison of Integration Measures603

In this simulation study, the aim is to relate the σ parameter in our shape model to an ex-604

isting metric for biological integration. Traditionally, biological integration has been eval-605

uated using eigenvalue dispersion indices. In this simulation study we use a specific type606

of eigenvalue dispersion index called the relative eigenvalue variance, Vrel Pavlicev et al.607

(2009) for evaluating the strength of integration for a simulated data set. In our experi-608

ments we compute Vrel from the trait covariance matrix as described in Watanabe (2022)609

and Conaway and Adams (2022). Specifically, we use the integration.Vrel function from610

geomorph (Baken et al., 2021; Adams et al., 2025) to compute Vrel from the non-trivial611

dimensions of variance (Conaway and Adams, 2022).612

We simulate datasets on a star phylogeny with 100 tips and where all branches have613

length 1. For each value of σ we simulate 50 data sets using α = 0.05, and with the root614

shape being the butterfly forewing shown in Figure 3. We compute Vrel for the same data615
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sets with or without Procrustes alignment.616

Empirical Data Set617

In section ”Analysis of Morpho Butterflies” we analyze the butterfly data set from Cha-618

zot et al. (2021) containing phylogeny and landmark data of the Morpho genus. Specifi-619

cally, we analyze the landmarked shapes of the forewing of male butterflies. In case several620

specimens have been landmarked we used the euclidean average of all the specimen as our621

data. In the original data set, each forewing was landmarked with 44 landmarks of which622

18 were normal landmarks and 26 were semilandmarks. In order to increase computational623

speed, we downsampled the number of landmarks to 20 keeping only landmarks denoting624

the outline of the forewing. Procrustes alignment of the forewing was made based on the625

full data set of 44 landmarks.626

We infer the posterior over parameters and paths using Algorithm 1 with ls = 5 and627

the super root (xs) being the phylogenetic mean of the observed data. We assume the fol-628

lowing priors over the parameters: α ∼ U(0.0, 0.01) and σ ∼ U(0.0, 1.5). In addition, we629

run the MCMC algorithm for 10, 000 iterations with a Crank-Nicholson λ = 0.99, obser-630

vation noise γ = 0.001, stepsize δ = 0.05, and with proposal parameters τα = 0.0015631

and τσ = 0.1. We assess convergence for each of the inferred posterior using standard con-632

vergence diagnostics in form of an improved version of the Gelman-Rubin statistic R̂ (Ve-633

htari et al., 2021) as implemented in the Python package ArviZ (Kumar et al., 2019). The634

posterior distribution is inferred using three MCMC chains initialized by values sampled635

from the prior and subsequent samples from the guided process. We estimate the posterior636

mode marginally using the kernel density estimator from ArviZ. Bandwidth is estimated637

using the Silverman estimator.638
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Results639

MCMC Algorithm Yields Well Calibrated Credible Sets640

In Figure 5, we show trace plots and a marginal posterior densities obtained for a single641

data set for the parameter σ and the parameter α. Generally, we obtain R̂ < 1.1 indicat-642

ing convergence. Distributions of R̂ for all dimensions of all internal nodes as well as pa-643

rameters are available as Supplementary Material (Fig. S4, S5, S6, S7, and S8). For 83 out644

of 100 data sets convergence was achieved with standard settings. For the remaining 17645

data sets convergence required more correlated proposals and/or more iterations. Specif-646

ically, increasing the number of MCMC iterations from 3000 to 5000 alone led to conver-647

gence for one data set, and additionally increasing the correlation between proposed paths648

i.e. λ from 0.8 to 0.85 (3 data sets), 0.9 (2 data sets), and 0.95 (9 data sets) resulted in649

convergence for most data sets. For the remaining two data sets convergence was achieved650

by increasing the MCMC iterations to 7000 and increasing the correlation between pro-651

posed paths to λ = 0.97. For one of the two data sets we also increased the correlation652

between the proposed σ parameter by decreasing the proposal standard deviation i.e. set-653

ting τσ = 0.1. We note that generally achieving MCMC convergence with our default set-654

tings was particularly challenging when data sets were simulated with large α and small655

σ. The distribution of rank statistics for all dimensions of all landmarks in all internal656

nodes and parameters is available as Supplementary Material (Fig. S9, S10, S11, S12, and657

S13). In addition to visually inspecting the rank statistics distributions we also carry out a658

Kolmogorov-Smirnov test on the rank distribution obtained for each dimension of the pos-659

terior to test for uniformity. We find that 1 out of the 162 tests is below our significance660

level of 1%. Given that we carry out 162 tests this is close to the number of significant661

test statistics we would expect. This suggests that the rank statistics are indeed uniformly662

distributed and that our Metropolis-Hastings algorithm is implemented correctly.663

In addition to running SBC we also investigate the bias of the posterior point esti-664
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Figure 5: Trace plots and marginal posterior densities obtained for a single data set. Col-

ors indicate the result for 3 independent chains. Trace plots and density plots are shown

after removal of burnin (first 1000 iterations). Leftmost column shows trace plots obtained

for a single data set for the parameter α (upper row) and the parameter σ (lower row).

Rightmost column shows the corresponding marginal posterior density. R̂ refer to an im-

proved version of the Gelman-Rubin convergence diagnostics (Vehtari et al., 2021). ESS is

the effective sample size.
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mates. We show the distribution of b/θ̄ in Figure 6. We compute standard 99% Wald-665

type confidence for the bias estimate b̂ for each of the estimators. For the kernel param-666

eter σ we obtain the following confidence intervals; b̂mean = 0.023 (99% CI [−0.008, 0.054]),667

b̂median = 0.028 (99% CI [−0.003, 0.059]) and b̂mode = 0.029 (99% CI [−0.015, 0.073]). For668

the kernel parameter α we obtain the following confidence intervals; b̂mean = 0.001 (99% CI669

[−1.653 · 10−5, 0.002]), b̂median = 0.001 (99% CI [4.054 · 10−4, 0.002]) and b̂mode = 0.002 (99%670

CI [0.001, 0.003]). Based on the confidence intervals we conclude that all posterior estima-671

tors of the parameter σ are unbiased, whereas only the mean estimator for the parameter672

α is unbiased. We note that Bayesian estimators are not guaranteed to be unbiased.673

mean median mode
0.6

0.4

0.2

0.0
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0.4

0.6

0.8

b/

Figure 6: Figure showing boxplots of b/θ̄ for all posterior point estimators. The mode of

the marginal distribution of either α or σ is estimated using the kernel density estimator

implemented in the Python package ArviZ (Kumar et al., 2019) with bandwidth selected

using the Silverman estimator.
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Root Estimation674

For all data sets simulated on a mixed topology with the root shape being a butterfly675

forewing we obtain R̂ values close to 1 suggesting that the chains have converged (R̂ for676

all runs are available as Supplementary Material Fig. S19). All data sets simulated on a677

symmetric topology with the root shape being a butterfly forewing achieved approximate678

convergence with the settings described in Table 2. For the data set simulated on a sym-679

metric topology with the root shape being a circle, 18 out 20 data sets achieved approxi-680

mate convergence with the MCMC settings shown in Table 2. We achieved approximate681

convergence for the last two data sets by increasing the number of MCMC iterations to682

6000, increasing the correlation between proposed values of α, i.e., setting τα = 0.002 and683

increasing the Crank-Nicholson correlation parameter λ, i.e., setting λ = 0.9. Convergence684

diagnostics for all estimated posterior distributions for data sets simulated on symmetric685

topologies are available as Supplementary Material (Fig. S20 and S21). All data sets sim-686

ulated on an asymmetric topology with the root shape being a circle achieved approxim-687

mate convergence with the MCMC settings described in Table 2. For the data sets simu-688

lated on an asymmetric topology with the root shape being a butterfly forewing, 17 out of689

20 data sets achieved approximate convergence using the MCMC settings described in Ta-690

ble 2. For the remaining three data sets approximate convergence was achieved by setting691

N = 6000 and λ = 0.9 (one data set), setting N = 6000 and λ = 0.95 (one data set), or692

setting N = 10000 and λ = 0.99 (one data set). Convergence diagnostics for all estimated693

posterior distributions for asymmetric topology are available as Supplementary Material694

(Fig. S22 and S23).695

We compute the Mean Squared Error (MSE) between a selected point estimate and696

the true root and compare the MSE obtained for different posterior point estimates with697

standard point estimates, i.e., the mean and the phylogenetic mean of the data. In Table698

3 we show the MSE for different point estimates of the root. As can be seen in Table 3 we699

obtain the smallest MSE with posterior point estimates for all combinations of topologies,700
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Classical point estimators Posterior point estimators

Topology Root Mean Phylogenetic mean Mean Median Mode

Mixed Forewing 5.967 · 10−3 5.761 · 10−3 5.651 · 10−3 5.664 · 10−3 5.719 · 10−3

Symmetric Circle 4.889 · 10−3 4.889 · 10−3 4.753 · 10−3 4.763 · 10−3 4.889 · 10−3

Symmetric Forewing 3.153 · 10−3 3.153 · 10−3 3.164 · 10−3 3.138 · 10−3 3.148 · 10−3

Asymmetric Circle 9.621 · 10−3 3.395 · 10−3 3.348 · 10−3 3.341 · 10−3 3.328 · 10−3

Asymmetric Forewing 7.700 · 10−3 2.481 · 10−3 2.421 · 10−3 2.416 · 10−3 2.474 · 10−3

Table 3: MSE for different point estimates of the root. MSE is computed based on 20

simulated data sets for all topologies and root combinations. The mode is estimated

marginally using the kernel density estimator implemented in the Python package ArviZ

(Kumar et al., 2019) with bandwidth selected using the Silverman estimator. Data sets

were simulated with the parameters stated in Table 1. For each experiment we show the

smallest MSE in bold.

root shapes, and parameters. This suggests that the proposed Bayesian approach in fact701

does succeed in improving on the phylogenetic mean estimate. We note that the MSE for702

the posterior median is lower than the mean and phylogenetic mean in all experiments.703

Therefore, we recommend using the posterior median for practical data analysis.704

Probabilistic Ancestral Reconstruction705

For almost all dimensions of all internal nodes the R̂-statistic is below 1.1 suggesting that706

the MCMC chains have converged. The R̂-statistic for all internal nodes is available as707

Supplementary Material (Fig. S24). In Figure 7 we show the posterior obtained for all in-708

ternal nodes. As can be seen, the posterior recovers the true shape quite well in all inter-709

nal nodes. From Figure 7 we also see that the uncertainty differs depending on the posi-710

tion in the tree. Specifically, we note that the shapes which are estimated with the small-711

est uncertainty (i.e. node 1, 34, and 36) are the nodes that are closest to the observed712

leaves. This observation is not unexpected as the model has more information about the713
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shape in nodes close to leaf nodes that harbor the observed data.
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Figure 7: Figure showing the posterior distribution over the internal nodes. The phylogeny

to the left is the phylogeny from Chazot et al. (2021) which we use for simulating the data

set. To the right we show samples from the posterior distribution (given in blue). The

shape given in black is the true shape at the specific node. 6000 MCMC iterations were

used for running the chains and a burnin of 2000 iterations has been removed prior to

making these plots.

714

In Figure 8 we show trace plots and density plots for the posterior obtained for the715

kernel parameters α and σ. Based on the R̂ values and the trace plots we conclude that716

the chains have approximately converged. For the α parameter we estimate the poste-717

rior mean to be 0.013 and a 95% credible interval (i.e. highest posterior density interval)718

of (0.008, 0.017). For σ we estimate the posterior mean to be 0.728 with credible interval719

(0.598, 0.849). As we have simulated the data, we know the true values of the kernel pa-720
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rameters (α = 0.01 and σ = 0.6). These true values lie within the credible interval.721
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Figure 8: Figure showing the posterior distribution obtained for the different kernel pa-

rameters α and σ. Colors indicate the result for 3 independent chains. Leftmost column

shows trace plots and rightmost column shows the marginal posterior densities for the

different MCMC chains. Trace plots and density plots are shown after removal of burnin

(first 2000 iterations) R̂ refers to an improved version of the Gelman-Rubin convergence

diagnostics (Vehtari et al., 2021). ESS is the effective sample size.

Shape-Aware Model Yield Meaningful Uncertainty Estimates722

We assess convergence using standard convergence diagnostics and conclude that our MCMC723

chains have converged (see Supplementary Material Fig. S26, S27, S28, S29, S30 for traces724

and R̂ diagnostics). In Figure 9 we show confidence ellipses for each landmark in the es-725

timated ancestral state and samples from the posterior distribution. As can be seen in726
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Figure 9, the confidence ellipses computed using traditional methods allow landmarks to727

overlap. This is different from uncertainty estimates obtained using our model, as our un-728

certainty bounds are obtained from a (joint) posterior distribution over all landmarks and729

based on a shape aware stochastic model which does not allow landmarks to overlap. As730

landmarks typically represent the outline of a physical object we would not expect any731

landmarks in our ancestral shapes to overlap. This emphasizes the need for joint model-732

ing of all landmarks in order to achieve meaningful uncertainty bounds on the ancestral733

reconstructions.734
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Figure 9: Figure showing uncertainty estimates for a reconstructed shape. Left: 95% con-

fidence ellipse for a ancestral reconstructed shape inferred using the fastAnc function from

the R package phytools. Right: posterior samples for the reconstructed shapes. We plot

every 100 posterior sample from the MCMC chains after removing a burnin of 30%.

σ Parameter as a Measure of Biological Integration735

In Figure 10 we show Vrel for the 50 different data sets simulated for each value of σ. As736

can be seen in Figure 10 the integration measure, Vrel and the σ parameter are strongly737
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Figure 10: Figure showing Vrel obtained for data sets simulated using different σ parame-

ters. Left: Vrel obtained for simulated data that have not been Procrustes aligned. Right:

Vrel obtained for simulated data that have been Procrustes aligned.

positively correlated, which suggests that the σ parameter quantifies correlation in shape738

in a manner very similar to the standard measure of biological integration. We also note739

that, when using Procrustes alignment, there is a saturation effect, where for large values740

of σ, increases in σ are associated with diminishing increases in Vrel, suggesting that Pro-741

crustes alignment may bias estimation of biological integration. This finding is in line with742

existing findings, see for example Rohlf and Slice (1990); Klingenberg (2009); Cardini et al.743

(2019), and Zelditch and Swiderski (2023).744

Analysis of Morpho Butterflies745

For almost all dimensions of all internal nodes, the R̂-statistic is below 1.1 suggesting that746

our MCMC chains have approximately converged. The R̂-statistic for all internal nodes is747

available as Supplementary Material (Figure S25). In Figure 11 we show the posterior dis-748

42



STOCHASTIC PHYLOGENETIC MODELS OF SHAPE

1

2

5

7

12

8

13

14

21

22

30

6

10

15

23

32

24

34

16

25

36

26

37

48

38

49

50

56

eugenia

marcus

anaxibia

cypris

rhetenor

cisseis

hecuba

niepelti

theseus

hercules

amphitryon

telemachus

polyphemus

granadensis

achilles

helenor

deidamia

epistrophus

iphitus

amathonte

godartii

menelaus

zephyritis

lympharis

sulkowskyi

aega

portis

rhodopteron

absoloni

aurora

0

Figure 11: Figure showing the posterior distribution over ancestral states. On the left we

show the phylogeny for the Morpho butterflies obtained form Chazot et al. (2021) with

labelled internal nodes. On the right we show the posterior obtained from each internal

node in the phylogeny. Each plot is labelled with a number corresponding to the numbers

indicated in the phylogeny.

tribution over all the internal nodes. Although the posterior shapes overall look quite sim-749

ilar we still observe some variation in posterior shapes. For instance, the posterior shape750

we obtain for node 12 seem to be quite elongated, with a pointy apex (the upper corner751

of the wing furthest away from the body of the butterfly) and bended termen (the edge752

of the wings furthest away from the body of the butterfly). On the other hand we also753

observe posterior shapes that are less elongated and have less bended termen such as the754

posterior shape which we obtain for node 34.755

Lastly, we visualize posterior samples of the kernel parameters α and σ in Figure 12. As756
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can be seen from the trace plot and R̂ value the MCMC chains seem to have converged.757

For α parameter we estimate the posterior mean to be 0.0026 with 95% credible inter-758

val (0.002, 0.0032). Similarly, for σ we estimate the posterior mean to be 0.3434 with 95%759

credible interval (0.2648, 0.4292).760
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Figure 12: Figure showing the posterior distribution obtained for the different kernel pa-

rameters α and σ. Colors indicate the result for 3 independent chains. Leftmost column

shows trace plots and rightmost column shows the marginal posterior densities for the

different MCMC chains. Trace plots and density plots are shown after removal of burnin

(first 2000 iterations). R̂ refers to an improved version of the Gelman-Rubin convergence

diagnostics (Vehtari et al., 2021). ESS is the effective sample size.

45



STROUSTRUP, S., PEDERSEN, M.A., VAN DER MEULEN, F.H., SOMMER, S., NIELSEN, R.

Discussion761

A Parametric Model of Shape762

In this manuscript, we develop a framework for parametric stochastic shape model infer-763

ence in phylogenetics, where the spatial autocorrelation among landmarks is built into the764

model. The parametric model we apply imposes a certain structure on the evolution of the765

landmarks, which has a number of distinct advantages. Firstly, it ensures that the shapes766

at all times are true shapes that do not self-intersect. In addition, it circumvents the large767

p small n problem. It does so because the covariance matrix of the model only depends on768

the current position of the landmarks and two parameters; α and σ. This is the case no769

matter how many landmarks we consider. Another advantage is that, when analyzing bio-770

logical shapes, the parameters we infer are biologically meaningful. That is, we may inter-771

pret α as the evolutionary rate parameter and σ as a measure of biological integration (i.e.772

a measure of how correlated the landmarks in a shape are). When applying our model all773

relevant information about the process of shape evolution is contained in these two param-774

eters. A challenge when applying the parametric shape model is that the diffusion term in775

the stochastic model becomes state-dependent i.e. depends on the current position of the776

landmarks. This is what makes inference harder and why we need the BFFG framework in777

order to infer the posterior distribution. Lastly, we note that our method makes the strong778

assumption of an isotropic Gaussian kernel on the covariance structure. In real biologi-779

cal data, this assumption may not be satisfied as certain parts of the morphology might780

evolve faster than others, or have varying correlation structure. The model we derive here781

might be viewed as a basic null-model for analyzing shape, that may form the foundation782

for testing hypothesis regarding covariance structures in future studies. We have not pur-783

sued such extensions to the method here, but focused on demonstrating the feasibility of784

incorporating explicit shape diffusion into the phylogenetic analysis of morphology.785
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Computational Considerations786

A limitation of the applicability of the shape aware model is the computational complexity787

of the inference procedure. To give a concrete example, the analysis of the butterfly data788

set consisting of 30 species and 20 landmarks in 2D described in subsection ”Analysis of789

Morpho Butterflies” took approximately 5 days and 5 hours to run on an Intel worksta-790

tion using a single core. This reflects the current implementation, the computation will be791

able to run in significantly less time in future implementations. In the current implemen-792

tation we propose first a path, then the σ parameter, and finally the α parameter for each793

iteration of the Metropolis-Hastings algorihtm. Each proposal is based on a backward fil-794

tering step followed by a forward guiding step. The most computationally heavy part of795

each proposal is the backward filtering step as this step requires inverting a nd × nd ma-796

trix ζ/δ times with n being the number of landmarks, d the dimension of the landmarks,797

δ the stepsize and ζ the total branch length in the tree. That is, the running time for the798

currently implemented MCMC algorithm is O(ζ/δ · (n · d)3). Although we have tried to799

make the current implementation fast, we still believe that there is much more work to be800

done in order to increase the computational speed of the inference procedure. In particu-801

lar, we note that the indicated computational cost provides a worst case scenario in which802

no numerical linear algebra optimizations have been applied yet. In subsequent work we803

will explore such optimizations, which indicate that both the computational cost and stor-804

age requirements can be significantly reduced. In addition, we believe more can be done805

in order to properly benefit from the parallelization and Just-In-Time compilation avail-806

able in Jax (a Python library). Alternatively, the code could also be implemented in C++807

which would also be expected to lead to an important increase in speed.808

Algorithmic Improvements809

In this paper, we infer one set of parameters α and σ on the entire tree. A natural exten-810

sion of the MCMC algorithm would be to implement a version of the MCMC algorithm811
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allowing for estimating different parameters on each branch in the phylogenetic tree. In-812

creasing the number of parameters would require an increase in the number of backward813

passes in the MCMC algorithm. As backward passes are the most computationally heavy814

step in the algorithm, we would need a significantly faster implementation. In this study,815

we have found that the MCMC algorithm converges very slowly for specific parameter set-816

tings, particularly when considering the full phylogeny from Chazot et al. (2021). A very817

likely reason for this is that the current MCMC implementation is based on global up-818

dates, i.e., the entire stochastic path is updated at the same time. This is the case as the819

current implementation of the BFFG framework only allows for global updates. Therefore,820

an important topic for future research would also be developing a MCMC algorithm which821

could be based on local updates as this will very likely reduce the convergence problems822

and pave the way for applying this kind of model to analyze large phylogenies and esti-823

mate many parameters.824

In this study we pursue a very simple strategy when it comes to inferring the posterior825

distribution over the root. We simply add an edge, connecting the root to a super root,826

and use a pre-selected shape as the value in the super root. This is done due to the dif-827

ficulty of defining prior distributions for shapes. The shape process does not generate an828

easily defined stationary distribution of shapes. In the analyses conducted in this paper,829

we used the phylogenetic mean of the data as the shape in the super root. Furthermore,830

in the current implementation we do not distinguish between the parameters on the root831

to super root edge and the parameters governing the process in the rest of the tree. An832

essential improvement of the algorithm would therefore be to distinguish between the pro-833

cess on these two sets of edges to reduce the possible biases in the inferences of parameters834

stemming from the use of a super root.835
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Future Directions836

In this paper we have applied recent advances in stochastic shape analysis to model the837

evolution of biological shapes. To our knowledge, this paper is the first to apply shape-838

aware stochastic models to do evolutionary modeling of morphological data. As the shape-839

aware stochastic models allow us to do stochastic character mapping on the shapes them-840

selves by directly modeling the trajectories of each landmark we believe that this type of841

model represents a promising modeling framework when it comes to analyzing biologi-842

cal shapes in an evolutionary context. In addition, the framework underlying this kind of843

model is general enough to also include full shapes, i.e., curves. Therefore, the work pre-844

sented in this paper may also be considered a step towards transitioning from the analysis845

of landmark shapes to the analysis of full shapes in the context of evolutionary biology.846

An essential part of analyzing empirical shape data is aligning the shapes i.e. position-847

ing the shapes in a shared coordinate system. This is typically done using Procrustes anal-848

ysis. Procrustes alignment minimizes the distances between shapes in terms of rotation,849

translation, and scaling and, therefore, will likely lead inference methods to underestimate850

the true rate of evolution. In fact, in the context of our stochastic model we have found851

that Procrustes aligning the data seems to result in both parameters getting slightly un-852

derestimated compared to estimates based on non-aligned data (see Supplementary Ma-853

terial Fig. S32 and S33). Although our stochastic shape model arguably is a more realis-854

tic model of shape evolution than previous methods, it still models translation, rotation855

and scaling, and does not take into account that shapes have been aligned. Not account-856

ing for the effect of Procrustes alignment is a drawback of our method that is shared by all857

current stochastic methods. An important topic for future research is the development of858

models which allow for joint alignment and evolutionary analysis of shapes.859

In this paper numerical discretisation was done using Euler discretisation, which is the860

very simplest method one could use. Specifically, we have used a stepsize of 0.05 for both861

simulating data sets and estimating the posterior distribution. However, as Euler discreti-862
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sation is not unconditionally stable we acknowledge that for empirical data sets we are863

not guaranteed that a stepsize of 0.05 will be sufficiently small to properly approximate864

the shape process. Therefore, depending on the data set, more elaborate discretisation865

schemes might be preferable. To date, the authors are not aware of any quantitative re-866

sults comparing such schemes for the model we consider here.867

The stochastic model we apply in this study assumes a constant correlation function at868

every point in space and time. It could perhaps be considered a null model against which869

future, more complicated models, could be tested. Extending the model to directly in-870

corporate biological hypotheses is an important topic for future research. For instance,871

the model could be extended to model specific subregions of a shape under selection, i.e.,872

where, during certain periods of time, the evolutionary dynamics follows other parameters873

than the rest of the shape. We also imagine extending the model such that it allows for874

identification of evolutionary modules in the shape i.e. different subregions where all land-875

marks seem to be more correlated than what we would expect only based on the distances876

between the landmarks.877

Another exciting avenue for future research includes combining our framework with878

stochastic models of other traits such as DNA or environmental variables. Such joint mod-879

els would help identify correlations between the rate of morphological evolution and other880

traits, such as DNA substitution rates. As modern evolutionary biology is based on analy-881

sis of large phylogenies, the greatest obstacle, when it comes to developing such joint mod-882

els, is the computational speed of our inference procedure. Computational challenges simi-883

larly limit the method, at the moment, from becoming a vehicle for estimation of phyloge-884

netic topology.885
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Conclusion886

This study introduces a new framework for evolutionary analysis of shape data that is887

based on an explicit model of shape evolution. We use it here to illustrate how simple pa-888

rameters representing evolutionary rate and morphological integration can be estimated,889

and to obtain credible sets of ancestral reconstructions of shape. However, the advantage890

of this framework goes further than that. It allows for explorations of evolutionary hy-891

potheses regarding the processes governing evolutionary shape deformations in an explicit892

probabilistic framework. Studies of DNA evolution have long benefited from such explicit893

models for testing hypotheses regarding evolution of DNA. Shape explicit models will al-894

low similar explorations of the laws and processes governing shape evolution.895
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doi.org/10.5281/zenodo.15109856. In addition, the code is also available on GitHub:913

https://github.com/sofiastroustrup/SPMS/tree/main.914

Appendix 1. Infinite-dimensional Formulation of the915

Shape SDE916

As described, the shape SDE in equation (2) is related to Kunita flows. In section ”Finite-917

dimensional Formulation of the Shape SDE” we looked at solutions in a point-wise fash-918

ion, which is natural from the point of view of numerical discretization. In this section919

we briefly describe how a Kunita flow can be considered more abstractly as an SDE on a920

function space, in particular diffeomorphisms. This formulation shows that the process ex-921

ists independently of the chosen grid, and it opens up for alternative implementations.922

The more general formulation of our shape Kunita flow given in equation (3) is as fol-923

lows. Let Q be a Hilbert-Schmidt operator on the Hilbert space H = L2(Rd,Rd) (square-924

integrable maps from Rd to Rd). It is then on integral form so there exists a kernel k and925

Q(f)(x) =
∫
Rd k(x, y)f(y)dy. For h ∈ H, we furthermore define (Qh)f(x) =

∫
Rd k(h(x) +926

x, y)f(y)dy and consider the H-valued SDE927

X(t) =

∫ t

0

Q(X(t))dW (t), X(0) = 0

where W (t) is a cylindrical Brownian motion. It can be shown that for solutions X(t), the928
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maps y 7→ X(t)(y) + y are diffeomorphisms for every time t. Such flows of diffeomor-929

phisms are denoted Kunita flows (see, e.g., Kunita (1990) and Baker et al. (2024)). From930

this flow, we can recover the path of a particular landmark or point x as t → X(t)(x). Due931

to Q being a convolution operator, the SDE convolves the diffeomorphism X(t) with the932

background noise W (t), which amounts to a random perturbation of the diffeomorphism.933

Appendix 2. Reflected Gaussian Proposal934

We note that the algorithm for sampling from a reflected Gaussian described below is de-935

fined for one dimensional variables.936

Algorithm 2 Sampling from a Reflected Gaussian

1: κ◦ ∼ N (κ, τ 2)
2: while κ◦ < a or κ◦ > b: do
3: if κ◦ < a then
4: κ◦ := 2a− κ◦

5: else
6: if κ◦ > b then
7: κ◦ := 2b− κ◦

8: end if
9: end if
10: end while

Appendix 3. Simulation-Based Calibration937

For a Bayesian model the data averaged posterior reduces to the prior distribution when938

the data are simulated from the Bayesian model i.e.939

π(θ) =

∫
π(θ|ỹ)π(ỹ|θ̃)π(θ̃)dỹdθ̃

where the parameter θ̃ is sampled from the prior distribution over the parameter i.e. θ̃ ∼940

π(θ) and the data is simulated from the generative model i.e. ỹ ∼ π(y|θ̃). Note that π(y|θ̃)941

is the distribution of the data y given a certain parameter θ̃ and π(θ) is the prior distribu-942
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tion over the parameter θ. In our setting, ỹ is the observed shapes in the leaves of the phy-943

logenetic tree, and θ̃ denote the kernel parameters and the latent ancestral shapes within944

the tree. The fact that the data averaged posterior reduces to the prior, is the foundation945

for Simulaton-Based Calibration (SBC) (Talts et al., 2018) which we use to evaluate the946

computational aspects of our Metropolis-Hastings algorithm. We follow the approach de-947

scribed in Talts et al. (2018) and compare the data averaged posterior with the prior dis-948

tribution using rank statistics. As shown in Talts et al. (2018) the rank statistics will be949

uniformly distributed if the data averaged posterior and the prior distribution are iden-950

tical hence the Bayesian analysis has been correctly implemented. In (Talts et al., 2018)951

the rank statistic r, of the prior sample relative to the posterior sample is computed for a952

one-dimensional random variable, f : Θ → R, as953

r({f(θ1), · · · , f(θL)}, f(θ̃)) =
1

L

L∑
l=1

I[f(θl) < f(θ̃)]

where f(θl) is a sample from the marginal posterior distribution and f(θ̃) is the true marginal954

value obtained from simulation. As the rank statistics are computed based on one-dimensional955

random variables, we assess histograms of rank statistics for all dimensions of all land-956

marks in all nodes as well as for each of the parameters.957
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